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1. Testdesign
The grade 4 Mathematics (G4 MA) test has the following configuration:
Session 1
30 multiple-choice (MC) items measuring Key Ideas 1 — 7. Of these, 24 items

came from one of CTB’s TerraNova-series tests.

Session 2
9 short-response (SR) and extended-response (ER) items.

Session 3
9 SR and ER items.

The constructed-response (CR) itemsin Sessions 2 and 3 --- either SR or ER --- also
measured Key ldeas 1 — 7.

The table below shows the numbers of score points by the item type or cluster, and the
total numbers of items and clusters.

G4 Mathematics
Item type # of items # of points
MC 30 items 30 pts
CR 18 items 40 pts
SR (2 pts each) 14 items 28 pts
ER (3 pts each) 4 items 12 pts
Total 48 items 70 pts

The following condition codes were used in scoring the responses to the CR items:

Condition Code Meaning
A Blank
B Refusal
C Illegible
D Other Language

2. A scaling sample

The G4 MA test was scaled using the data from a sample randomly drawn from the state
data that met the following requirements pre-specified by the NY SED:

At least 85% of the estimated number of studentsin the state,
Includes New Y ork City and Buffalo,
Includes at |least one of Rochester, Syracuse, or Y onkers, and



Includes at least two of Mount Vernon, Albany, Binghamton, Schenectady, or New
Rochelle.

At the time of sampling, the available state data contained 228,950 students.
2.1 Screening

Prior to sampling, several groups of students or records were eliminated, in the order
listed, from the state dataset with 228,950 students. They included:
- Students whose grades were not four,
Duplicated records,
Students whose limited English proficiency (LEP) status was“3” and whose “test
language” was English, and
Students who are invalidated.

Students with the LEP status of “3” are not required to take the Mathematics test, unless a
version of the test in their native language is available, and were removed from the
consideration for the sample. There were 5,420 L EP3 students who took the English
version of the test. The test was available in Chinese, Haitian-Creole, Russian, and
Spanish aswell asin English.

Invalidated students are those who do not have avalid attempt in each test section as
defined by CTB’s Technology and Scoring Departments and who will not receive the
MA score or be categorized into a performance level. There were 2,445 invalidated
students.

2.2 State data available for sampling

After step 2.1 above, the available state data contained 220,294 students. It was ensured
that no out-of-range scores for either multiple-choice (MC) or constructed-response (CR)
items existed in this state dataset.

Table 1 shows the frequency distribution (FD) of total G4 MA raw scores (RS). Table 2
presents unadjusted p-values and item-total correlations based on the 220,294 students.
“Unadjusted” p-values are computed while treating students who omitted the item asiif
they got theitem wrong. “P-value” for aMC item is the percentage of students who
correctly responded to the item, and the p-value for a CR item is the mean RS divided by
the maximum number of score points for the item.

2.3 Selection of ascaling sample

After afractional random number between 0 and 1 was assigned to each of the 220,294
students, the students were sorted by their random numbers. Next, a sample of
approximately 7,000 students was selected by choosing every Xth students from the
220,294 students, where X was found by dividing 220,294 by 7,000.



The sample RS means and standard deviations (SDs), presented in atable below, indicate
the close comparability of the scaling sample and the state.

N RS mean RS SD
Sample 7,107 | 49.64 (71%) 12.45
State 220,294 | 49.70 (71%) 12.54

Table 3 presents the FDs of G4 MA raw-score totals for the sample.
2.4 Item analysis on the scaling sample

Table 4 shows the results of item analyses conducted using the scaling sample for the G4
MA test. Thelabelsfor the variables denote the following:

ITEM [tem number.
N Number of students that responded to the item
ADJPVAL Item difficulty while excluding students who failed to respond to the

item (PCTNA). For MC items, thisis the percentage of students who
responded correctly. For CR items, it is the mean item score divided by
maximum item score.

PVALUE Item difficulty after omitted responses are converted to Os (wrong).

COR Item-total correlation when the total score includes the studied item.
COR2 Item-total correlation when the total score excludes the studied item.
PCTO Percentage of students who had blank responses or double marks on

MC items, or condition codes on CR items.

PCT1, 2, etc. For MC items, thisis the percentage of students who chose the first (or
second, etc.) answer option. For CR items, it is the percentage of
students who received score 1 (or 2, etc.).

The p-values show that the items vary considerably in their difficulties. The item-total
correlations without the studied item (COR2) are all reasonable. The column, PCTO,
does not indicate insufficient testing time for Session 1 with MC items.

2.5 Reliability

The reliability of measurement refers to the “ extent of variation in an individual’s scores
over aseries of parallel tests” (Ghiselli et al., p.205). The two most frequently reported
indices of reliability are the standard error of measurement and the reliability coefficient.

The standard error of measurement (SEM) is a measure of the extent to which an
individual’ s scores vary over numerous parallel tests. It isthe standard deviation of an
individual’s scoresif he or she took numerous parallel tests. The standard error of
measurement (SEM) is estimated using the following formula:

SEM =SD\1- r_,



where SD is the standard deviation of observed scores for asingle test, and r isthe
reliability coefficient for the test. The scale-score SEM for G4 MA isreported in alater
section, section 5.

Thereliability coefficient is the correlation coefficient between scores on parallel tests
and is an index of how well scores on one parallel test predict scores from another
parallel test. Among several ways to estimate the reliability of atest, Cronbach’s alpha
probably isthe most frequently used. It isameasure of internal consistency (i.e., how
homogeneous test items are) appropriate for atest containing only MC items. Since the
G4 MA test contains MC and CR items, Cronbach’ s alpha would underestimate
reliability because of the effect of variance attributable to item types. A more appropriate
index of internal consistency, the Feldt-Raju index, was used to estimate the reliability of
the G4 MA test. The F-R reliability of the G4 MA test was .93.

3. Scaling and equating
3.1 Item calibration models

The G4 MA items were calibrated using item response theory (IRT) models. Item
response theory is a statistical procedure that takes into account the fact that not all test
items are alike and that all items need not be given equal weight in determining how
much students really know and can do. Teachers have typically given differing values
(weights) to questions on tests they devise, depending on how much they think each
guestion contributes to areal understanding of the student’ s knowledge of the subject
being tested. Computer programs that implement IRT models use actual students' datato
estimate the characteristics of the items on atest --- called “ parameters.” The parameter
estimation processis aso caled “item calibration.”

IRT modelstypically vary according to the number of parameters estimated. For the
New York State tests, three parameters are estimated: the discrimination parameter, the
difficulty parameter(s), and, for multiple-choice items, the guessing parameter. The
discrimination parameter is an index of how well an item differentiates between high-
performing and low-performing students. An item that low-performing students cannot
answer correctly, but high-performing students can will have a high discrimination value.
The difficulty parameter is an index of how easy or difficult anitemis. The higher the
difficulty parameter, the harder the item. The guessing parameter is the probability that a
student with very low ability will answer the item correctly.

The estimated parameters are then used to determine weights for the items in computing
student scale scores. The scale score (SS) isthe basic score for the New York State tests.
It is used to derive other scores that describe test performance, such as the four
performance levels and the standard-based index scores (SPIs). Scale scores can be
obtained by one of two scoring methods: IRT item-pattern scoring, or number-correct
scoring. See section 4 for more about IRT item-pattern scoring.



Because the characteristics of MC and CR items are different, two IRT models were used
initem calibration. The three-parameter logistic model (3PL) (Lord & Novick, 1968;
Lord, 1980) was used in the analysis of MC items. In this model, the probability that a
student with abilityq responds correctly to item i is

1-¢
1+exp[- 17a, (q B bz)] ’

here a; isthe item discrimination, b; is the item difficulty, and ¢; is the probability of a
correct response by avery low-scoring student.

P()=c¢ +

For analysis of the constructed-response items, the two-parameter partial credit model
(2PPC) (Muraki, 1992; Yen, 1993) was used. The 2PPC model is a special case of Bock’s
(1972) nominal model. Bock’s model states that the probability of an examinee with
ability g having ascore (k-1) at the k-th level of the j-th itemis

expZ; -
P, @) =P(x =k-1|q)=mj—fk,k 1..m,,
é expZ;

i=1

where

Z; =49 +Cy.

The m; denotes the number of score levelsfor thej-th item, and typically, the highest
score level isassigned (m; — 1) score points. For the special case of the 2PPC model used
here, the following constraints were used:

4, =a,(k-1),

and
kd 1
Cjk =-aAg:. where 9= 0,
i=0
where a; and g; are the free parameters to be estimated from the data. Each item has

(m; —1) independent g; parameters and one a; parameter; atotal of m; parameters are
estimated for each item.

3.2 Item calibration program used

The IRT model parameters were estimated using CTB’s PARDUX software (Burket,
1991). PARDUX estimates parameters simultaneously for MC and CR items using
marginal maximum likelihood procedures implemented viathe EM (expectation-
maximization) algorithm (Bock & Aitkin, 1981; Thissen, 1982).

Simulation studies have compared PARDUX with MULTILOG (Thissen, 1991),
PARSCALE (Muraki & Bock, 1991), and BIGSTEPS (Wright & Linacre, 1992).



PARSCALE, MULTILOG, and BIGSTEPS are among the most widely known and used
IRT programs. PARDUX was found to perform at least as well as these other programs.

3.3 Item calibration results : model-to-data fit

A procedure and a statistic (Q,) developed by Yen (1981) were used to measure model-
to-data fit for theitems. The procedure divides the sample into ten groups according to
their ability estimates. For agiven item, it then compares the expected and observed
proportions of the students for each of the ten ability groups and computes an index (Q1)
pooled over the ability groups. The Q; is distributed approximately as a chi-square with
the following degrees of freedom:

df =I(m; -1 - m,,
where 7 isthe total number of ability groups, and m; is the possible number of score levels
for item;/.

To adjust for differencesin degrees of freedom among items, Q; istransformedto aZ
using the following formula:

7, =29
o dr

Based on our research, the Z critical value has been established as a function of sample
size (N):

= ANV
crit 1500 "

The lower the Zq, the better the item fit.

All theitemsin the G4 MA test reached the convergence criterion of a maximum
difference of .001 in the difficulty parameter after 9 iterations. Asshownin Table5, two
items were flagged for poor model-to-data fit against the criterion value of 18.9: an MC
item (#28) with aZ of 24.6, and a CR item (#32) with aZ of 26.8. Figures1 and 2 show
the plots of item characteristic curve for these items.

3.4 Equating method and results

After the item calibration, al the G4 MA items were placed on CTB’s TerraNova scale
using the TerraNova MC items as anchors. The equating was performed using the test
characteristic curve method (Stocking & Lord, 1983) implemented by PARDUX. All 24
TerraNova MC items contributed to the equating.

Figure 3 shows a plot of the test characteristic curves (TCCs) for the anchor items. The
lightest line denoted “ Anch input” in the plot isthe TCC based on the TerraNova anchor
(criterion) estimates, while the medium-dark line denoted “ Anch est” is the TCC based



on the new G4 MA estimates. The plot shows the quality of the equating conducted. The
closer the two TCC curves, the tighter the equating.

3.5 Differential item functioning (DIF)

As part of the testing, the students reported their gender and ethnic background
information. Using this self-reported information, a statistical differential item
functioning (DIF) analyses were conducted for gender groups and such ethnic groups as
African-American and Hispanic-American in the sample. The numbers of cases for the
groups are reported in the table below.

African- | Hispanic- Asian-
Test Mae Female American | American | American
G4 MA 3,606 3,481 1,480 1,185 372

An IRT-based DIF procedure (Linn & Harnisch, 1981) was used to measure DIF. In
short, on each item on the test, the method compares the actual performance of agiven
group against their expected performance predicted from the IRT parameter estimates. |If
the group’ s actual performance is statistically and consistently better than their expected
performance on a given item, the item will be flagged in favor of the group. If the
group’ s observed performanceis statistically and consistently worse than their predicted
performance, the item will be flagged against the group.

To determine the expected-observed difference is “ statistically and consistently” large,
two DIF indices are used: a standardized difference (Z), and an overall difference (D).
The difference needs to be sufficiently large by both measures for an item to be flagged.
For example, even if the statistical measure (Z) indicates that an item has a significant
amount of DIF, perhaps due to large sample size, the item will not be flagged unless the
overall expected-observed difference (D) indicates that the difference is more or less
consistent throughout a range of ability.

More specifically, in the DIF procedure for MC items, students in a given gender or
ethnic group are divided into ten “equal”-size groups based on their ability estimates. For
each ability group g, the difference between the expected and observed proportion correct
scoresis computed. The D isthe mean score difference averaged over the ten ability
groups. Consider two situations. when the differences are consistently positive for most
of the ability groups, versus when the differences are positive for about half of the ability
groups and negative for the remaining ability groups. For the former, the average
difference across all the ability groups would likely be positive and relatively large, while
that would likely be relatively small for the latter. In other words, the D in absolute value
is expected to be above a criterion value when the predicted-actual performance
differences are relatively large in the same direction (negative or positive) consistently
across the ability groups.

The standardized difference score for ability group g is computed as follows:



where U;; = 1 when person j answersitem i correctly and Uj; = O otherwise. The
standardized difference over all the ability groupsis:

é ngZig
z, =t
arn,

4

A generalization of this procedure was used to measure DIF for constructed-response
items. Anitemisflagged for negative DIF when D < -.10 and Z < -2.58 and for positive
DIF when D > .10 and Z > 2.58. Asan aid for interpretation in the case of aCR item, a
D of +.10 means that the group would have a mean score of 2.6 on the item when their
expected mean scoreis 2.5.

The numbers of items flagged for DIF in the G4 MA test are summarized below.

Focal Group Direction of DIF G4 MA
Male In favor of 0
Against 0
Female In favor of 0
Against 0
African-American | Infavor of 0
Against 0
Hispanic In favor of 0
Against 0
Asian In favor of 0
Against 2!

Y ltem#37: Z=-39, D= -14; ltem#40:Z=-4.3; D =-.11.

4. |IRT pattern-scoring

IRT pattern scoring, as opposed to number-correct (NC) scoring, was used in computing
student scale scores (SSs). The former method produces scores for individual students
that are more accurate than those produced by the latter procedure. Theincreasein
accuracy is approximately equivalent to a 15 to 20% increase in test length.

Number-correct scoring considers only how many questions a student answered correctly
in determining his or her score. In contrast, the IRT pattern-scoring method takes into
account not only hisor her total raw score, but also which questions he or she got right
and the psychometric characteristics of these items. The IRT pattern scoring gains
accuracy by considering the fact that the items are not equal in their characteristics. For
example, low-ability students are more likely to guess correctly on some items than on



others, and some are more discriminating than others. Two students with exactly the
same raw score total will get the same SS in number-correct scoring. However, itisvery
possible that even though they have the same raw score total, they answered different
items correctly, and that the items differ considerably with regard to their characteristics.
In such a case, they will likely get different SSsin item-pattern scoring even though they
have the same raw score total .

To give amore or less concrete example, assume students A and B each got 15 items
right on a20-MC-item test. Their NC scores are the same, 15 points each. As noted
above, by NC scoring, they would get exactly the same SSs. By pattern scoring, their
scale scores could differ. For example, let's assume that the 3PL model described earlier
is used and that the pattern of right and wrong responses is exactly the same for both
students for 18 of the 20 items (14 rights and 4 wrongs), but student A got item X right
and item Y wrong, while student B got item X wrong and item Y right. Based on the 18
items on which both students got an identical pattern of right and wrong responses, their
“provisional” ability estimates must be exactly the same, which may be referred to as

qus. If item X and item Y are equally difficult at oflS, but if item X ismore
discriminating than item Y at of 15, Student A's SS would be higher than that of student B.

In another scenario where item X is more difficult thanitem Y at q 15, but both items are

of equal discrimination and guessing, it is difficult to predict their SSs, because student A
would get credit for getting the more difficult item X, but simultaneously get penalized
for responding incorrectly to the easier item Y, while student B would be credited for
getting the easier item right.

For groups of 25 or more students, item-pattern and number-correct scoring methods
produce equivalent aggregate scores for the group. See Yen (1991) for more details.

5. G4 MA Scale Score Means and Standard Deviations. State and the Sample

The sample was compared against the state in terms of their scale-score (SS) means and
standard deviations (SDs). The highest and lowest obtainable scale scores (HOSS and
LOSS) had been established in the previous year to be 810 and 448. The state data came
from the final state datafile (N = 249,797) and all students with missing SSs (coded
“999") were excluded from the computation of the state MA SS mean and SD.

SS Mean SSSD SS SEM
Sample 647.9 35.6 9.4
State 648.2 36.7 9.7




6. Scale-score frequency distributions for the state and subgroups

Tables 6 — 12 show the scale-score frequency distributions for the state and the subgroups
of students in public schools, students in non-public schools, two groups of limited-
English-proficient (LEP) students, non-disabled students, and students with disabilities.
While students with score “999” (no score) were included in the table for the state, they
were eliminated from the remaining tables.

The public vs. non-public distinction was identified by the 9" character of the BEDs LEA
code for each school. The non-disabled vs. disabled distinction was identified by column
84 of the final state dataset. Additionally, two groups of LEP students are defined as
those who have either “2” or “3” in column 98 of the final state dataset. The “LEP2”
group is defined as those with “2s” in column 98, indicating that they are identified as
having limited English proficiency and scored at or above either the 30" percentileon a
norm-referenced English reading test or the publisher’ s recommended score on an
approved measure of English as a Second Language (ESL) inreading. Similarly, the
“LEP3" group is defined as those with “3s” in column 98, meaning that they are
identified as having limited English proficiency and scored below either the 30"
percentile on a norm-referenced English reading test or the publisher’ s recommended
score on an approved measure of English as a Second Language (ESL) in reading.

The SS frequency distributions for the groups, excluding students with score “999,” are
plotted in Figure 4.

Asasummary table of the SS frequency distributions, the SSs at the 10", 25", 50", 75,
and 90™ percentiles are listed in the following table. The SSs are the first SSs, rounded to
nearest whole numbers, that have at least the cumulative percentages corresponding to
the percentile ranks. Scores“999s” were excluded from the percentile calculations.

Group 10th 25th 50th 75th 90th
State 604 627 649 670 690
Public 603 627 649 671 691
Non-public 611 629 649 668 686
LEP2 586 607 631 655 674
LEP3 556 582 606 628 647
Sw/D* 567 597 624 648 668

* Students with disabilities

7. Correlation between G4 English/Language Arts (ELA) and G4 MA scale scores
The correlation between G4 English/Language Arts and Mathematics scal e scores based

on the state datais .73. This correlation isidentical to last year’s correlation and aso
very comparable to those found in the past with other assessment projects.
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